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ABSTRACT
Aims: This study aimed to compare Turkish patient education texts on hypertension generated by large language models in 
terms of quality, understandability, actionability, readability, guideline adherence and patient safety.
Methods: In a cross-sectional descriptive content analysis design, standard questions covering eight core domains of 
hypertension patient education were posed to ChatGPT, Gemini, and Claude using the same Turkish prompt. For each model, 
only the first response from a separate new chat session was analyzed, yielding a total of 24 texts. The quality of responses 
containing treatment or self-management information was evaluated using DISCERN, while the understandability and 
actionability of all texts were assessed with PEMAT-P, and readability was evaluated using the Ateşman formula. In addition, 
adherence to the 2025 AHA/ACC hypertension guideline was scored, and patient safety was classified dichotomously. 
Friedman, Wilcoxon, and Cochran’s Q tests were used for statistical analysis. 
Results: No significant difference was found among the models in total DISCERN scores (p=0.066). There was an overall 
difference in the DISCERN overall quality score (p=0.022), but no significant pairwise difference was identified in post hoc 
comparisons. PEMAT-P understandability scores differed significantly among the models (p=0.004); Gemini and Claude 
scored higher than ChatGPT, and the ChatGPT–Gemini difference remained significant in post hoc analysis (p=0.012). 
PEMAT-P actionability scores were similar across models (p=0.472). For Ateşman readability scores, Claude scored higher 
than both ChatGPT and Gemini (p=0.030; p=0.017 for both pairwise comparisons). No significant difference was found in 
guideline adherence (p=0.717) or patient safety (p=0.135).
Conclusion: Large language models may be useful for generating Turkish hypertension patient education materials; 
however, their performance varies according to the evaluation domain. While differences were observed among models in 
understandability and readability, no clear superiority was demonstrated in guideline adherence or patient safety. Therefore, 
LLM-generated outputs should be used under physician supervision, particularly with respect to clinical content and safety.
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INTRODUCTION

Hypertension is a major public health problem affecting 
approximately 31% of adults worldwide (1.4 billion people). 
Uncontrolled hypertension leads to serious outcomes such 
as myocardial infarction, stroke, heart failure, and renal 
failure. However, only a small proportion of all hypertensive 
individuals are able to maintain their blood pressure within 
the target range.1,2 Recent guidelines emphasize hypertension 
control by prioritizing lifestyle modifications such as a 
low-sodium diet, regular physical activity, and medication 
adherence.3 In this context, easy access to accurate and 
understandable health information is of great importance for 
patients, physicians, and guideline developers.

Today, patients frequently turn to the internet and digital 
resources when seeking answers to their health related 
questions.4 Determining the accuracy of information on the 
internet can be challenging for ordinary users, and misleading 
content may lead to delays in diagnosis and treatment.5,6 

Indeed, Almagazzachi et al.7 reported that, after answering 100 
frequently asked questions about hypertension using ChatGPT, 
92.5% of the information provided was appropriate; however, 
they emphasized that incorrect or incomplete information 
may jeopardize patient care. This example demonstrates that, 
although AI supported large language models (LLMs) are 
promising for health education, they require careful evaluation.

The release of OpenAI’s ChatGPT in November 2022 (GPT-
3.5) made LLM technology accessible to a wide audience.8 

Subsequently, GPT-4 was released in March 2023; during 
the same period, Google and Anthropic announced their 
respective models, Bard/Gemini and Claude.9-11 These models 
promise innovative applications in the healthcare field with 
their ability to understand human language, generate text, 
and answer natural questions.12 For example, scientific 
studies have shown that ChatGPT and similar chatbots can 
answer exam questions used in medical education with high 
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accuracy.13 However, these evaluations in the literature have 
generally been conducted on English language content.14

Since the primary training data of LLMs are predominantly 
in English, this may affect the accuracy and understandability 
of responses in Turkish. Boztaş Demir and Görgülü12 

compared ChatGPT and Gemini models providing Turkish 
responses to patient questions in the field of orthodontics 
and emphasized that the study was the first LLM comparison 
study involving Turkish-language content. Similarly, Peker et 
al.15 examined different LLMs using questions from Turkiye’s 
dentistry specialty examination and reported differences in 
correct response rates between the models. However, to our 
knowledge, LLMs generating Turkish informational content 
for patients with hypertension have not yet been evaluated.

This study was conducted as a cross sectional descriptive 
content analysis planned to compare Turkish patient education 
texts on hypertension generated by LLMs. The primary aim 
of the study was to evaluate the responses obtained under 
standard chat use in terms of quality, understandability, 
actionability, readability, guideline adherence, and patient 
safety. With this study, it was aimed to contribute to the limited 
number of LLM focused studies in the literature by evaluating 
Turkish patient education materials on hypertension generated 
by Artificial Intelligence models.

METHODS

Ethics
Ethical approval was not required for this study, as it does not 
involve human participants, animal subjects or identifiable 
personal data.

Development of the Prompt Text
In the study, eight main headings that could be considered 
standard by the authors for creating patient education material 
on hypertension, such as “Definition and importance of the 
disease,” “Risk factors,” and “Situations requiring emergency 
admission,” were identified, and a question was prepared 
for each heading to generate the relevant content. The 
questions presented in Table 1 were structured to ensure the 
production of core content in the selected area, for example, 
“Could you explain the ways to prevent hypertension for a 
patient without medical knowledge?” The same standard 
prompt was added to all questions in each model: “Please 
answer the following question in Turkish, using simple, plain, 
clear, and understandable language for a patient without 
medical knowledge. Keep your response between 150 and 
250 words. Do not use unnecessary technical terms. Include 
practical recommendations when appropriate.” Within this 
framework, a total of 24 responses (8 questions ×3 models) 
were obtained and included in the study (Table 1).

Use of Large Language Models
In the study, three widely used LLMs (ChatGPT, Gemini and 
Claude) were evaluated. All models were accessed through 
their official web interfaces. To minimize the effects of prior 
conversation context and memory, responses were generated 
using “Temporary Chat” mode in ChatGPT, “Temporary 
Chat” mode in Gemini, and “Incognito Chat” mode in 
Claude, along with the web platform versions available at the 
time of the study (GPT-5.3, Gemini 3, and Claude Sonnet 
4.6, respectively). All questions were asked on the same 
day (13.04.2026) in Turkish, and the content was generated 
accordingly. Each question was asked only once in a separate 
new chat session for each model, and only the first generated 

Table 1. Hypertension question set used in the study and the core content domains it represents

Standard prompt used for every question

Please answer the following question in Turkish for a patient with no medical background, using simple, 
clear, and easy-to-understand language. Keep your response between 150 and 250 words. Do not use 

unnecessary technical terms. Include practical suggestions when appropriate.
*(Aşağıdaki soruyu, tıbbi bilgisi olmayan bir hasta için Türkçe, sade, açık ve anlaşılır bir dille yanıtlayın. 
Yanıtınızı 150-250 kelime arasında tutun. Gereksiz teknik terim kullanmayın. Uygun olduğunda pratik 

önerilere yer verin.)

Question no. Main domain Standard question

1 Definition and importance of 
the disease

For a patient with no medical background, what is hypertension and why is it an important health problem?
(Tıbbi bilgisi olmayan bir hasta için hipertansiyon nedir ve neden önemli bir sağlık sorunudur?)

2 Risk factors
For a patient with no medical background, could you explain the factors that increase the risk of developing 

hypertension?
(Tıbbi bilgisi olmayan bir hasta için hipertansiyon gelişme riskini artıran faktörleri açıklar mısınız?)

3 Prevention For a patient with no medical background, could you explain ways to prevent hypertension?
(Tıbbi bilgisi olmayan bir hasta için hipertansiyondan korunma yollarını açıklar mısınız?)

4 Correct blood pressure 
measurement at home

For a patient with no medical background, could you explain how to measure blood pressure correctly at 
home?

(Tıbbi bilgisi olmayan bir hasta için evde doğru tansiyon ölçümünün nasıl yapılacağını açıklar mısınız?)

5 Lifestyle modifications
For a patient with no medical background, could you explain lifestyle modifications in the treatment of 

hypertension?
(Tıbbi bilgisi olmayan bir hasta için hipertansiyon tedavisinde yaşam tarzı değişikliklerini açıklar mısınız?)

6 Drug treatment and 
adherence

For a patient with no medical background, could you explain why hypertension medications need to be used 
regularly and whether they can be stopped without a doctor’s advice?

(Tıbbi bilgisi olmayan bir hasta için hipertansiyon ilaçlarının neden düzenli kullanılması gerektiğini ve 
doktor önerisi olmadan bırakılıp bırakılamayacağını açıklar mısınız?)

7 Complications
For a patient with no medical background, could you explain the health problems that may occur if 

hypertension is left untreated?
(Tıbbi bilgisi olmayan bir hasta için hipertansiyon tedavi edilmezse ortaya çıkabilecek sağlık sorunlarını 

açıklar mısınız?)

8 Situations requiring 
emergency care

For a patient with no medical background, could you explain in which situations emergency medical help 
should be sought for hypertension?

(Tıbbi bilgisi olmayan bir hasta için hipertansiyonda hangi durumlarda acil tıbbi yardım alınması gerektiğini 
açıklar mısınız?)

*As the study involves a comparison of LLM-generated Turkish-language outputs, the original prompts are presented in Turkish in parentheses.
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response for each question was included in the analysis. 
No additional prompts, follow-up questions, corrections, 
rewrites, or re-directions were performed. To enhance 
comparability, features based on web search, deep research, 
reasoning/thinking modes, chat search, memory, connected 
apps, connectors, and other external tools were not used. 
This generation process was carried out by one of the authors 
(B.A.), and model names were removed and replaced with 
randomized labels.

Data Collection
All responses were recorded in the form in which they were 
generated. Each question was considered as a common block 
for inter-model comparison. Prior to analysis, only formal 
editing was performed, and no changes were made to the 
content. In particular, for readability analysis, elements 
such as bullet points, formatting emphasis, and unnecessary 
spacing were removed, while the word content was preserved.

Assessment Tools
The responses were evaluated multidimensionally in terms of 
quality, understandability, actionability, readability, guideline 
adherence, and patient safety.

DISCERN assessment: The DISCERN instrument was 
used to evaluate the quality of written patient information 
regarding treatment options. DISCERN is a structured 
tool designed to assess the reliability of information, the 
presentation of treatment options, and overall information 
quality. Therefore, only responses containing treatment or 
self-management content were included in the evaluation. 
Responses related to hypertension prevention, home blood 
pressure measurement, lifestyle modifications, medication 
use, and the consequences of untreated hypertension were 
considered appropriate for DISCERN. For each eligible 
response, the total score obtained from the 15 DISCERN 
items (D1–D15) and the score of item 16 (D16), reflecting 
overall quality, were recorded. Thus, the evaluation addressed 
not only whether the responses contained information, but 
also whether the information was presented in a reliable, 
balanced, and patient-useful manner.

PEMAT-P assessment: All responses were examined using 
the Patient Education Materials Assessment Tool for Printable 
Materials (PEMAT-P) to evaluate the understandability 
and actionability of patient education materials. Within 
the scope of PEMAT-P, the texts were assessed in terms of 
whether the language was clear and understandable, whether 
the information was presented in an organized and easy-
to-follow manner, whether numerical or practice-oriented 
recommendations were comprehensible for the patient, 
and whether the text clearly stated what the patient should 
do. Each item was scored as 1=agree and 0=disagree; items 
that were not applicable were left blank. For each response, 
understandability and actionability percentages were 
calculated separately, thereby measuring not only whether 
the text was readable, but also its capacity to direct the patient 
toward concrete action.

Readability assessment: The Turkish readability level of 
the responses was evaluated using the Ateşman readability 
formula. For this purpose, the total number of sentences, 
words, and syllables was determined for each text. Prior to 

calculation, only formal editing was performed; bullet points, 
unnecessary spaces, and visual emphasis were removed, 
while the word content was not altered. Using the Ateşman 
formula, a readability score was calculated for each response, 
and these scores were used to compare the relative readability 
levels of the texts for the general Turkish speaking reader.

Guideline adherence assessment: Guideline adherence was 
assessed to determine the extent to which the clinical content 
of the responses aligned with current recommendations. In 
this evaluation, the 2025 AHA/ACC High Blood Pressure 
Guideline was used as the reference. Each response 
was examined in terms of key content areas such as the 
importance of blood pressure control, appropriate lifestyle 
recommendations, adherence to pharmacological treatment, 
recommendations for home monitoring or follow-up, 
and guidance to seek healthcare services when necessary. 
Guideline adherence was evaluated using a 5-point Likert-
type scale ranging from 1 to 5: a score of 1 indicated responses 
that were clearly inconsistent with the guideline or lacked 
most key elements; a score of 2 indicated low adherence with 
substantial deficiencies; a score of 3 indicated responses that 
included some of the main messages correctly but remained 
incomplete or limited; a score of 4 indicated responses 
that presented most key recommendations accurately 
and adequately; and a score of 5 indicated responses that 
were highly consistent with the guideline, comprehensive, 
and appropriate for patient education. Thus, not only 
accuracy but also clinical scope and the appropriateness of 
recommendations were evaluated together.

Patient safety assessment: The responses were also classified 
dichotomously in terms of patient safety as “pass” or “fail.” In 
this evaluation, it was examined whether a response contained 
potentially harmful guidance. Responses that included clearly 
incorrect or misleading medical recommendations, provided 
false reassurance that could lead to clinically risky delays, 
completely ignored serious symptoms or alarm findings, 
or involved inappropriate guidance such as discontinuing 
or altering medications in an unsafe manner were coded as 
“fail.” In contrast, responses that did not contain explicit 
harmful recommendations, did not omit essential safety 
warnings, and demonstrated an acceptable level of clinical 
safety for the patient were classified as “pass.” With this 
variable, not only the quality of information but also the 
potential for clinical risk in the responses was evaluated.

Efforts to reduce bias: To reduce bias, the same set of 
questions and the same prompt framework were used across 
all models. Each question was asked in a separate new chat 
session, only the first generated response was included in the 
analysis, and no responses were regenerated. External search 
and tool-based features were disabled. All evaluations were 
conducted by the same researcher (R.G.), blinded to which 
artificial intelligence tool had generated the responses, using 
predefined criteria and a consistent scoring approach. For 
blinding, model names were removed and replaced with 
randomized labels.

Statistical Analysis
The data analysis was performed via IBM SPSS Statistics 
ver. 27 (IBM Corp., Armonk, NY, USA). The Kolmogorov-
Smirnov test was used to evaluate normality. Continuous 
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variables are expressed as medians and interquartile 
ranges (Q1-Q3), and categorical variables are expressed as 
frequencies (n) and percentages (%). Differences between 
related groups were analyzed using the Friedman test, and 
significant findings were followed by post hoc pairwise 
comparisons using the Wilcoxon Signed-Rank test with 
Bonferroni correction. Cochran’s Q test was used to compare 
dependent categorical data across multiple groups. A p value 
of <0.05 was considered to indicate statistical significance.

RESULTS

In this study comparing Turkish patient information texts 
on hypertension generated by LLMs, the median DISCERN 
Total Scores did not different significantly among ChatGPT, 
Gemini, and Claude (34 [30-42.5], 34 [27.540.5] and 35 [28.5-
42], respectively; p=0.066). However, a statistically significant 
overall difference was observed in DISCERN Overall Quality 
Scores (p=0.022). ChatGPT had the highest median overall 
quality score, at 4 [3.5–4], whereas Gemini 3 [2.5-3] and 
Claude 3 [3-4]. Despite this overall difference, no statistically 
significant pairwise differences were identified in the post 
hoc analysis (Table 2). 

For PEMAT-P outcomes, a significant difference was found in 
Understandability scores across the three models (p=0.004). 
Gemini and Claude showed higher median understandability 
scores than ChatGPT, with values of 83.3 [80.1-84.6] and 
84.6 [83.9–84.6], respectively, compared with 76.9 [70.8-80.7] 
for ChatGPT. In post hoc analysis, the difference between 
ChatGPT and Gemini remained statistically significant 
(p=0.012) (Figure 1). In contrast, PEMAT Actionability 
scores were comparable between the models and showed 
no statistically significant difference (p=0.472). The median 
actionability score was 60 in all three models (Table 2).

A statistically significant overall difference was also observed 
in Ateşman readability scores (p=0.030). Claude had the 
highest median readability score at 71.8 [64.3-78.8], while the 
corresponding values were 64.9 [60-70] for ChatGPT and 63.9 
[60.3-68.7] for Gemini. Post hoc analysis demonstrated that 
Claude scored significantly higher than both ChatGPT and 
Gemini (p=0.017 for both comparisons) (Figure 2).

Guideline adherence scores were similar across the three 
models, with median values of 4 [3-4] for ChatGPT, 3 [3-
4] for Gemini, and 4 [3-4] for Claude, and no statistically 
significant difference was detected (p=0.717). All responses 
generated by ChatGPT and Gemini met the patient safety 
criteria (8/8, 100%), whereas Claude met these criteria in 6 out 
of 8 responses (75%) (Table 3).

DISCUSSION

In this study, three LLMs generating Turkish patient 
education texts on hypertension were compared within 
a multi layered framework encompassing different but 
interrelated dimensions of patient education materials. 
For this purpose, the overall quality of treatment and self 
management focused content was assessed using DISCERN, 
the extent to which the texts were understandable and 

Table 2. Overall comparison of DISCERN, PEMAT-P, and Ateşman scores among ChatGPT, Gemini and Claude

Model DISCERN total 
score

DISCERN overall quality 
score

PEMAT understandability 
score (%)

PEMAT actionability 
score (%)

Ateşman readability 
score

ChatGPT 34 (30-42.5) 4 (3.5-4) 76.9 (70.8-80.7) 60 (40-63.3) 64.9 (60-70)

Gemini 34 (27.5-40.5) 3 (2.5-3) 83.3 (80.1-84.6) 60 (60-60) 63.9 (60.3-68.7)

Claude 35 (28.5-42) 3 (3-4) 84.6 (83.9-84.6) 60 (60-60) 71.8 (64.3-78.8)

p-value* 0.066 0.022 0.004 0.472 0.030
*Friedman test, median (25p-75p)

Figure 1. Comparison of PEMAT understandability score between ChatGPT, 
Gemini and Claude

Figure 2. Comparison of Ateşman readability score between ChatGPT, 
Gemini and Claude

Table 3. Overall comparison of guideline adherence and patient safety 
among ChatGPT, Gemini and Claude

Model Guideline adherence score Patient safety (passed %)

ChatGPT 4 (3-4) 8/8 (100)

Gemini 3 (3-4) 8/8 (100)

Claude 4 (3-4) 6/8 (75)

p-value* 0.717a 0.135b

a: Friedman test, b: Cochran’s Q test
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could guide patients toward concrete actions was evaluated 
using PEMAT-P, linguistic readability was assessed using 
the Ateşman formula, the degree of alignment of clinical 
content with current recommendations was examined 
through guideline adherence scoring, and potential harm 
was evaluated through patient safety assessment. Thus, the 
study focused not only on identifying which model produced 
better responses, but also on revealing the performance 
patterns of the models across different evaluation domains 
such as quality, understandability, readability, clinical 
appropriateness, and safety.

The DISCERN findings suggest that there is no substantial 
divergence between the models in terms of the overall 
quality of the content. In our study, the total DISCERN 
scores did not differ significantly among ChatGPT, Gemini, 
and Claude; however, an overall difference was observed in 
the DISCERN overall quality score, although this difference 
was not maintained in pairwise post-hoc comparisons. This 
indicates that, despite ChatGPT having a relatively higher 
median in perceived overall quality, the models largely 
overlap in performance (Table 2). This pattern is generally 
consistent with the current literature. For example, in a 
comparative analysis of different AI chatbots on information 
related to hypothyroidism, no significant difference was 
reported in the total DISCERN scores between ChatGPT-3.5 
and Gemini-2.5.16 Similarly, in a study comparing patient 
brochures on breast surgery generated by ChatGPT and 
Gemini, no difference was found in content quality as 
measured by the modified DISCERN.17 In contrast, some 
patient education studies have reported that models may 
diverge in more detailed clinician-based evaluations; 
however, all models still require expert supervision when 
generating patient education materials.18 Therefore, our 
DISCERN results indicate that the three models demonstrate 
similar performance in generating Turkish content in the 
context of hypertension; however, this finding should be 
interpreted as supportive and cautiously, particularly since 
only five questions could be evaluated using DISCERN.

In our study, the most pronounced divergence emerged in 
the evaluation of understandability. The higher PEMAT-P 
understandability scores of Gemini and Claude compared 
with ChatGPT suggest that some models are able to 
structure informational texts in a more accessible manner 
for patients. Indeed, in a multi-model comparative dental 
patient education study published in 2025, ChatGPT-4.0 
was reported to demonstrate the best performance in terms 
of understandability, while more heterogeneous results 
were observed across models in other dimensions such as 
actionability and reliability.19 In contrast, the lack of superior 
performance of ChatGPT in terms of understandability in 
our findings suggests that understandability may not be 
a fixed, model-specific characteristic, but rather may be 
associated with factors such as the version used, the subject 
area, the prompt structure, and the language context. This 
interpretation is indirectly supported by a Turkiye-based 
study showing that Gemini achieved higher readability scores 
than ChatGPT in Turkish orthodontic questions. The study 
demonstrated that the level of accessible expression in Turkish 
patient queries may vary across models.12 Additionally, in 
a recent study in which patient education materials were 
simplified using LLMs, it was emphasized that AI chatbots 

were able to bring texts closer to the recommended reading 
level; however, this simplification process should be balanced 
alongside accuracy and understandability.20 Therefore, the 
present findings indicate that, in the context of Turkish 
patient education, model selection should be evaluated not 
only based on content quality but also on how easily the 
patient can understand the text.

In contrast, no significant difference was found between the 
models in terms of actionability. The PEMAT-P actionability 
median being 60 across all three models indicates that, 
although the models generate practical recommendations, 
they do not structure these recommendations in a sufficiently 
distinct manner to differentiate from one another (Table 2). 
This finding is also conceptually meaningful, as in the original 
study in which PEMAT was developed, understandability 
and actionability were defined as separate constructs, and it 
was emphasized that a material being easy to understand is 
not automatically sufficient to guide patients toward concrete 
actions.21 The current literature also supports this distinction. 
For example, in a study examining AI-generated responses 
to patient questions following kidney transplantation, 
chatbot responses demonstrated high quality and good 
understandability; however, the PEMAT actionability median 
was only 20%, and the capacity to provide actionable steps for 
patients was reported to be limited.22 Similarly, in a study in 
which patient education materials on idiopathic intracranial 
hypertension were rewritten using LLMs, the texts were 
generally found to be understandable; however, a consistent 
improvement in actionability could not be demonstrated. 
In some model outputs, actionability scores were even 
lower than those of the original materials.23 Therefore, the 
present results indicate that, although LLMs can present 
information in a relatively accessible manner in the context 
of hypertension, their capacity to guide patients toward clear 
and actionable self-management steps may still be limited, 
and this dimension should be considered as a distinct domain 
of quality.

From a readability perspective, Claude having the highest 
Ateşman score indicates that linguistic accessibility in 
Turkish hypertension patient education texts may vary across 
models. However, this finding also shows that readability 
alone is not an indicator of clinical adequacy. In our data, 
higher readability did not translate into a parallel superiority 
in terms of guideline adherence or patient safety (Table 2, 
Figure 2). Recent reviews summarizing LLM-based patient 
education studies emphasize that these models have the 
potential to generate patient-friendly texts, but improvements 
in readability do not automatically resolve problems related 
to accuracy and reliability.24,25 Indeed, in a study in which 
online patient education materials were rewritten to a sixth-
grade reading level using ChatGPT-4, although substantial 
improvement was achieved in readability measures, the 
researchers showed that understandability and actionability 
should also be evaluated separately using PEMAT.26 

Therefore, the present findings suggest that, in the context of 
hypertension, a more easily readable text does not necessarily 
mean that it is more accurate, more comprehensive, or 
safer; patient education materials should be evaluated 
simultaneously in terms of quality, guideline adherence, and 
safety, along with readability.
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The most clinically critical findings of our study are that no 
statistically significant differences were observed between the 
models in terms of guideline adherence and patient safety. 
In our study, the median guideline adherence scores were 4 
[3-4] for ChatGPT and Claude, and 3 [3-4] for Gemini. In 
terms of patient safety, all responses generated by ChatGPT 
and Gemini were classified as “pass,” whereas Claude failed 
to meet safety criteria in 2 of 8 responses. However, these 
differences did not reach statistical significance (Table 3, 
Figure 2). This pattern suggests that, although LLMs can 
generate responses that are generally aligned with clinical 
recommendations, their outputs should still be interpreted 
with caution in terms of safety and guideline adherence. 
Indeed, a recent review summarizing the patient education 
literature emphasizes that LLMs often provide correct and 
useful answers to patient questions, but issues related to 
accuracy, bias, and reliability have not been fully resolved.24 

Similarly, in a study comparing preoperative patient 
education materials, it was reported that all three models were 
able to produce readable materials; however, deficiencies were 
identified in clinically important areas such as alternative 
treatments and the risks of no treatment, and expert oversight 
was deemed necessary.18 From a broader safety perspective, 
studies published in 2025 have shown that LLMs may exhibit 
a tendency to reinforce user assumptions in medical contexts 
and that the consistency of safety warnings may decrease over 
time. This situation supports the need for clinical oversight in 
patient education use, even when no statistically significant 
differences are observed.27,28 Therefore, the present findings 
suggest that the three models generally operate within an 
acceptable clinical framework in Turkish hypertension 
patient education texts; however, guideline adherence and 
especially safety dimensions cannot be considered fully 
reliable, and these outputs should not replace physicians but, 
at most, serve as a supportive informational tool.

The unique contribution of this study lies in its evaluation 
of LLMs using Turkish hypertension patient education texts 
across multiple dimensions—quality, understandability, 
actionability, readability, guideline adherence, and patient 
safety—rather than limiting the assessment to accuracy or 
exam performance alone. A 2024 review examining the use 
of LLMs in patient education showed that the literature is 
largely US-centered and that only 6.4% of studies originate 
from Turkiye; moreover, although most publications 
are grouped under the theme of “patient questions,” the 
combination of Turkish-language content with patient safety 
and guideline adherence remains insufficiently explored.24 

Existing studies from Turkiye have primarily focused on 
dentistry and educational contexts. Boztaş Demir et al.12 

compared the responses of ChatGPT and Gemini to Turkish 
patient questions in the field of orthodontics in terms of 
accuracy, completeness, and readability, while Peker et al.15 

examined the performance of different LLMs on dentistry 
specialty examination questions in Turkiye. In addition, 
broader comparisons conducted on Turkish DUS questions 
have also shown that LLM performance may vary depending 
on the subject and context.29,30 Within this framework, our 
study, by comparing Turkish patient materials in a high-
prevalence condition such as hypertension—where patient 
education is closely related to clinical outcomes—across 
multiple dimensions and clinically more meaningful 

endpoints, suggests that it fills an important gap in the 
existing literature.

Strengths
The study has several notable strengths; however, these 
do not eliminate the need for cautious interpretation of 
the findings. Applying the same set of questions to all 
models on the same day, in the same language, and using 
a standardized prompt enhanced the internal consistency 
of the comparison. In addition, asking each question only 
once in a separate, new conversation session and analyzing 
only the first response reduced post hoc steering of model 
outputs, thereby approximating a more naturalistic use 
scenario. Another strength is the simultaneous evaluation of 
complementary dimensions, including quality, actionability, 
readability, guideline adherence, and patient safety. This 
approach allowed for a more comprehensive assessment, 
particularly in the context of patient education, by enabling 
evaluation of whether texts that are easier to read or appear 
more understandable are also clinically adequate. Finally, the 
study’s focus on Turkish patient education materials and on 
hypertension as a common public health problem increases 
the practical relevance of the findings in a local-language 
context. Nevertheless, these strengths should be considered 
alongside limitations such as the limited number of questions, 
a single time point, and the use of a single evaluator.

Limitations
This study has several important limitations. First, the 
evaluation was based on eight standardized questions 
assumed to represent hypertension patient education and 
a total of 24 model outputs. Therefore, the findings cannot 
be directly generalized to broader question sets, different 
prompt structures, or other clinical topics. Second, all content 
was generated on a single day using the web interfaces as they 
existed at that time and under temporary chat conditions. 
Although this approach ensured standardization, it limits 
external validity, as models may be updated over time and 
real-world users often engage in follow-up questioning, 
prompt refinement, or tool-assisted use. Third, the DISCERN 
instrument could only be applied to five questions that 
included treatment or self-management content, resulting 
in findings based on a more restricted subset of materials. 
Fourth, although guideline adherence and patient safety were 
assessed using predefined criteria and in a blinded manner 
by a single researcher, the partially subjective nature of 
these variables precludes assessment of inter-rater reliability. 
Finally, the study did not evaluate real-world outcomes such 
as patient behavior, information retention, clinical decision-
making, or health outcomes, and instead focused solely on 
the content and presentation characteristics of the generated 
texts. Accordingly, the findings demonstrate the potential of 
LLMs in Turkish hypertension patient education but should 
not be interpreted as sufficient evidence for clinical use on 
their own.

CONCLUSION

In this study, no single model—ChatGPT, Gemini, or 
Claude—demonstrated a consistent overall superiority 
across all evaluation domains in generating Turkish patient 
education texts on hypertension. The models showed similar 
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performance in terms of the overall quality of treatment- and 
self-management-oriented content, guideline adherence, 
and patient safety, while differing in understandability and 
readability. 

Because a text that is easier to read or appears more 
understandable may not always be safer or more clinically 
appropriate, content generated by these tools should be 
evaluated under physician oversight, particularly with regard 
to guideline adherence and patient safety. Future studies 
using broader question sets, multi-rater designs, and different 
clinical domains will help clarify the true value of LLMs in 
the context of Turkish patient education.
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